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Abstract. Kin selection, reciprocity and group selection are widely regarded as evolutionary mechanisms
capable of sustaining altruism among humans and other cooperative species. Our research indicates,
however, that these mechanisms are only particular examples of a broader set of evolutionary possibilities. In this paper we present the results of a series of simple replicator simulations, run on variations
of the 2–player prisoner’s dilemma, designed to illustrate the wide range of scenarios under which
altruism proves to be robust under evolutionary pressures. The set of mechanisms we explore is divided
into four categories: correlation, group selection, imitation, and punishment. We argue that correlation is
the core phenomenon at work in all four categories.

To date, kin selection, reciprocity and group selection have been extensively
discussed as evolutionary mechanisms capable of sustaining altruism among
humans and other cooperative species. Our research indicates, however, that these
mechanisms are only particular examples of a broader set of evolutionary possibilities. In this paper we present the results of a series of simple replicator
simulations, run on variations of the 2-player prisoner’s dilemma, designed to
illustrate the wide range of scenarios under which altruism proves to be robust under
evolutionary pressures.
The set of mechanisms we explore are grouped into four categories: correlation,
group selection, imitation, and punishment. We argue that correlation is the core
phenomenon at work in all four categories. It is a simple deductive consequence of
the payoff structure of the one-shot prisoner’s dilemma that altruists can persist only
if they are able to interact preferentially with one another. Each of the other
mechanisms can therefore be understood as a means of achieving some degree of
correlation. Partitioning of the population into groups can sustain altruism because
altruists achieve the collective benefits of correlated interaction in homogenous
groups, but are purged early on from groups that contain a mixed population profile.
Imitation sustains altruism by allowing dynamic correlation at the level of phenotype in the absence of genotypic match. Finally, a variety of different punishment
mechanisms establish correlation by creating homogeneity in populations interacting with one another. Two strategies that promote this are conformism and
ostracism.
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What all of these mechanisms have in common is that they do not discriminate
among particular strategies, and therefore do not directly promote altruism. Under
no circumstances, for instance, are players specifically punished for not acting
altruistically. Each mechanism is, in its own way, purely formal. The fact that
altruism can be sustained by a variety of such mechanisms is thus a highly
suggestive result. It gives us reason to think, for example, that despite some
superficial similarity, altruistic behaviour may have a different underlying structure
in different species. In particular it opens up the possibility that human altruism may
have less in common with the patterns observed among other social animals than has
sometimes been assumed.

Background
With respect to our use of the term ‘‘altruism’’, we will follow in the spirit of
Hamilton (1963) and take the term to denote behaviour that is designed to promote
the advantage of others at the expense of one’s own interests. Thus cooperative
action in a prisoner’s dilemma situation qualifies as altruistic, because agents must
forego the individual benefits associated with direct maximization in favour of
outcomes that promote the interests of other players in the game. In keeping with
existing convention, we will describe such behaviour as altruistic (and its opposite
selfish) since we are interested in evolutionary outcomes rather than the corresponding game-theoretic strategies of ‘cooperation’ and ‘defection’. Nevertheless,
our use of the terms altruistic and selfish should not be understood to imply anything
about the psychological qualities of the agents to which the terms are attributed.
Altruism and selfishness are used here purely to describe fitness-determining
behavioural characteristics in a population. The terminology is completely openended with respect to the complexity of the underlying psychological mechanisms
used to produce the behaviour in question.
The existence of altruism presents a notorious problem for evolutionary accounts
of social behaviour. The source of this problem is simple – altruism is a strictly
dominated strategy. An altruistic act confers a benefit upon some other individual in
the absence of any guarantee of reciprocity. This is what opens up the possibility of
free-riding. If individuals who are unwilling to perform altruistic acts can reap the
benefits generated by the altruistic acts of others without subjecting themselves to
the costs associated with unselfish behaviour, then this benefit – translated into
increased fitness – ought to favour selfish behaviour over unselfish behaviour and
eventually drive the disposition for altruism to extinction. The collective benefits
associated with altruism may be substantial, but the immediate advantage derived
from free riding seems to guarantee that these collective rewards will be eroded
from within. Hence, the direct optimizing structure of evolutionary systems appears
to rule out any simple explanation for the existence of altruistic behaviour patterns.
Without such an explanation, there is some mystery in the fact that we continue to
observe clear instances of altruism between humans and among members of
numerous non-human species.
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The standard approach to the problem of altruism has traditionally involved some
appeal to the concept of inclusive fitness, a theory first popularized by Hamilton in
the early 1960’s (Hamilton 1963, 1964a, 1964b). More commonly known as ‘‘kin
selection’’ after Maynard Smith (1964), this mechanism provides an explanation for
altruism among related individuals. Altruism is understood here to be an indirect
strategy for an individual’s DNA to promote its own reproductive success. Because
one’s close relatives are likely carrying a substantial proportion of one’s own
genetic complement, altruistic acts directed towards family members can be an
effective means of proliferating one’s own genes. For example, ants and bees often
exhibit striking displays of altruistic behaviour directed towards their nest. It is no
accident that these forms of altruism are most common in haplodiploid species –
where siblings may share on average ]34 of their genetic material with one another,
instead of ]21 . In these cases, it is much easier for altruistic action to become adaptive
at the genetic level 1 . Closer to home, we can understand the parental instinct to
perform altruistic acts for one’s children as a strategy that has evolved to ensure the
longevity of those genes that have been passed on to one’s progeny. It is obviously
unlikely that individuals consciously seek to promote their own genetic heritage by
offering assistance to kin. Kin selection implies only that an underlying
sociobiological explanation can be given for the fact that many individuals experience preferential, and in some cases altruistic, attitudes towards their close
relatives. Kin selection therefore provides a plausible mechanism through which
evolution can generate altruistic behaviour – one that does not violate the expectation that selection ultimately favours genetically adaptive outcomes.
Not surprisingly, kin selection is now widely accepted as an important consideration in the study of social behaviour (Alexander 1974; Wilson 1975; Dawkins 1976;
Trivers 1985; Wright 1994; Ridley 1996). At the same time, an explanation of
altruistic behaviour in terms of its inclusive genetic consequences is capable of
providing only a partial solution to the general problem of why altruism persists in
an evolutionary environment. Kin selection remains unable to explain cases where
altruistic behaviour is of a type that will most likely be directed toward genetically
unrelated recipients. Since there are many examples of this type of behaviour – not
just in human societies, but throughout the animal kingdom – there is good reason to
believe that some other evolutionary mechanism besides kin selection must be at
work, preventing the disposition for unselfish behaviour from being driven to
extinction.
The mechanism that is commonly proposed as a way to fill the ‘‘gap’’ left by kin
selection is conditional reciprocity. The idea, roughly, is that if individuals interact
with one another repeatedly, they may forge cooperative relationships based on
observed patterns of previously trustworthy behaviour (Trivers 1971; Axelrod
1984). As the now famous strategy of ‘‘tit-for-tat’’ suggests, if agents are willing to
cooperate only with those who have demonstrated a propensity to cooperate in
previous interactions, it is possible to establish a basis for mutually unselfish

1

See Wilson (1971).
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behaviour while at the same time ensuring that cooperative agents will not be
exploited by selfish free riders. Thus the prospect that agents can be endowed with
both a willingness to cooperate and the capacity to ensure that such unselfish
behaviour will cease if the gesture is not returned in kind makes reciprocity a fairly
robust mechanism for promoting individually altruistic behaviour. However, as
Axelrod and Hamilton (1981) and Boyd and Richerson (1988) have pointed out, this
mechanism is not without limitations. Specifically, reciprocity is only an effective
means of securing unselfish behaviour within exceedingly small interacting groups.
The fact that altruism has been observed in large groups of genetically unrelated
individuals therefore continues to pose a problem for our ability to provide an
explanation of its apparent adaptiveness.

Statement of the problem
In this paper we provide several possible solutions to the puzzle of how altruism can
be sustained within sizeable groups of unrelated individuals in an evolutionary
environment. Using a game-theoretic approach, we propose a series of mechanisms
capable of supplementing kin selection and reciprocity as further evolutionary
means of sustaining altruistic behaviour. By outlining the merits of each of these
potential mechanisms, our intention is to demonstrate that altruistic behaviour can
be supported in surprisingly wide range of different ways. Moreover, the list of
mechanisms discussed here is not meant to be exhaustive. By presenting a provisional inventory of the evolutionary methods capable of sustaining altruism, we
hope to suggest that current research may only be starting to catalogue the range of
phenomena to which evolutionary theory can appeal in order to explain the presence
of altruistic behaviour.
One of the key sources of our dissatisfaction with the kin selection and conditional reciprocity models is that they both involve special assumptions. With kin
selection, for example, it often must be assumed that individuals have some kind of
recognitional capacities, which allow them to differentiate between kin and non-kin
(otherwise the strategy would be subject to insuperable free rider problems). The
conditional reciprocity model requires repeated interactions, and requires that
behaviour in present play be conditional upon past play. This will in general require
the further assumption that individuals have both the ability to remember what
others have done in the past, and the ability to recognize these same individuals in
future interactions.
These assumptions limit the explanatory hypotheses to the behaviour of fairly
sophisticated organisms in specific contexts. In fact, neither hypothesis is completely capable of explaining even classical types of altruistic behaviour, such as the
generalized alarm calls observed in certain groups of birds, monkeys, ground
squirrels and marmots. Individuals who emit an alarm call when they spot a predator
may help anyone within earshot to escape, but they also make themselves conspicuous, and thereby increase their own chances of being killed. Emitting an alarm call is
therefore widely regarded as a form of altruistic behaviour. The adaptive nature of
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alarm calls is often interpreted as a special instance of kin selection (Maynard Smith
1965; Sherman 1977, 1980), because it is assumed that one’s close relatives –
especially young children – will be nearby to benefit from the alarm. But in groups
composed of more than just closely related kin, the free rider problem casts doubt on
this otherwise plausible explanation. Alarm calls are quite different from certain
other forms of altruistic behaviour, like a mother risking her own life in order to lead
a predator away from her nest, because they are just as capable of assisting non-kin
as kin. Their benefits are, as economists say, ‘‘non-excludable.’’ Furthermore,
because of the typical scenario under which alarm calls are issued, tit-for-tatish
strategies are not feasible. This makes it difficult to explain alarm calls using the
traditional kin and reciprocity strategies.
Giving an alarm call, it seems, is strongly dominated by the strategy of not giving
an alarm call. The free rider continues to receive the benefits from the warnings
issued by others, but never runs the risk of issuing such warnings himself. Of course,
the situation in which no one issues a warning call is suboptimal, since it makes
everyone more likely to be captured by the predator.
The best way to model such a situation, it would seem, is as an anonymous
one-shot prisoner’s dilemma (see Figure 1) The fact that altruism is strictly
dominated can be determined from inspection of the payoffs. No matter what either
player does, the other one always gets a higher payoff from playing s than from
playing a. This might be the end of the story, except that the ultimate consequence
of both players choosing s is that they wind up with a suboptimal outcome, the
‘‘mutual selfishness’’ outcome (1,1), which is Pareto-dominated by the ‘‘mutual
altruism’’ outcome (2,2) Thus there are possible benefits that remain untapped, and
which individual payoff-maximization is unable to secure for either player.
In its evolutionary interpretation, the payoffs of a game such as this are taken to
be some measure of fitness, such as increased probability of survival or reproductive
success. A basic evolutionary game involves a sequence of stages, in which players
in a large population are randomly paired up to play a symmetric two-person game.
Initially it is assumed that all players are ‘‘hardwired’’ to play certain pure
strategies. The payoffs then specify how many players in the next stage will
‘‘inherit’’ this same strategy. The overall goal of such a framework is to examine the
consequences of certain behaviours, not against an exogenously determined en-

Figure 1. An anonymous one-shot prisoner’s dilemma.
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vironment (as with classic Darwinian ‘‘fitness’’), but against the behaviour of
conspecifics. Naturally, altruism becomes a problem only within the latter framework.
Two properties of these models have attracted widespread theoretical interest. On
the one hand, there is the question of whether a population containing a particular
profile is stable against some range of possible mutations. What happens to
population of x’s when one day a y comes along? Maynard Smith’s (1982)
characterization of an evolutionary stable strategy was the first attempt to specify the
properties that a strategy must have in order to be robust against entry by such
mutants. But this is not the only interesting question. Another interesting property
these models allow us to study is the dynamics of population change. Suppose we
start out with a mix of x’s and y’s, what will things look like in ten generations, or a
hundred generations? A model that examines these long-term dynamics of population change is referred to, somewhat awkwardly, as a replicator dynamics. (Taylor
and Jonker 1978)
In this paper, we will focus on the ability of altruism to persist in the replicator
dynamics, and not necessarily the conditions under which it might form an
evolutionarily stable strategy. Here we follow Skyrms (1996), Danielson (1992,
1998), and Harms (1999). (It should be noted that when the population profile is
interpreted as a mixed strategy, it is possible to generalize these results to address
questions of stability.)
Under the replicator dynamics, the portion of a population playing a particular
strategy will grow over time just in case the average payoff to that strategy is higher
than the average payoff to the population at large (and it will shrink just in case it is
lower). In this scenario, it is not hard to see that in any population that contains both
altruists and selfish agents, the fact that altruism is strongly dominated will mean
that the population share of altruists will steadily decline, while that of selfish agents
will increase. Suppose that n s is the number of individuals in a population size n that
are programmed to choose selfish behaviour, s. In this case, the probability of being
paired up with an individual who will play s can be expressed as ps 5 def n s /n. Since
there are only two strategies, the probability of being paired up with an altruist is
just 1 – ps . Thus the average payoff in the population will be:
(12ps )(222ps )1ps (322ps )522ps

(1)

On the other hand, the average payoff to the altruist will be
2(12ps )10( ps )5222ps,

(2)

while the average payoff to the selfish player will be:
3(12ps )11( ps )5322ps.

(3)

So whenever ps is greater than zero or less than one, altruists receive payoffs that
are below the average for the population, while selfish agents will receive payoffs
that are above the population average. Thus in any mixed population the number of
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selfish players will grow, and the number of altruists will shrink, until selfish players
make up the entire population. Altruism is only stable in the trivial case in which the
population starts out composed entirely of altruists. In an initially mixed evolutionary environment with random pairing, the case against altruism is pretty much open
and shut. The question, then, is under what conditions altruists can avoid the rather
grim logic that appears to dictate their extermination.

Correlation
The basic answer to this question can be discerned, once again, from simple
inspection of the payoff matrix. Even though altruists do worse against every
population profile than selfish players, the fact remains that two altruists do better
against each other than two selfish players do against each other. This is altruism’s
sole advantage. Thus altruism will be successful only if altruists have a better
chance of interacting with other altruists than with selfish players and selfish players
have a better chance of interacting with other selfish players than with altruists
(which, depending on the model, may or may not be an entailment)2 .
That having been said, the easiest way to make altruism more robust is simply to
introduce some kind of bias into the pairing process. The standard way of doing this
is to introduce a correlation factor c, which increases the chances that an individual
playing a given strategy will be paired with someone else playing the same strategy.
With the introduction of correlation, we can represent the chance that someone
playing a will meet someone playing s, denoted p(as) as:
p(as)5ps 2( ps *c).

(4)

Thus when c 5 0, the pairing is completely random, whereas when c 5 1, the
chances of meeting an individual playing a strategy other than one’s own drops to
zero. Since there are only two strategies in this model, p(aa) will be just 1 – p(as),
and, of course, p(sa) 5 pa – ( pa * c) and p(ss) 5 1 – p(sa).
We can now calculate the average payoff to the altruist:
222ps 12ps c,

(5)

and to the selfish player,
322ps 22c12ps c.

(6)

The two payoffs are equal when c 5.5 (regardless of the population profile). Any
2

Another alternative, superficially similar, would be to introduce some exogenous device that
specifically favours altruism, like a predator that likes to eat only selfish children. It is of course possible
that such things exist. The problem is that, in order to be correctly represented, the consequences of this
deus ex machina should really be built in to the payoffs of the game, in which case it would not be a true
prisoner’s dilemma, and the altruistic behaviour would not be truly altruistic.
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value of c greater than .5 results in a higher average payoff to the altruist, and thus
the portion of altruists in the population will grow.
This discussion shows what the basic problem for the altruist is, and how it can be
resolved through correlation. The mathematical formulation is intended to accentuate the fact that the significance of correlation for the persistence of altruism in an
evolutionary environment is a deductive consequence of the payoff structure of the
prisoner’s dilemma. Mathematical formulation, however, has certain limitations
when it comes to representing the dynamics of population change. The discussion
that follows will therefore use computer simulations to illustrate some of the
different mechanisms that can be used to achieve the collective benefits of correlated
interactions.

Notes on simulations
In the existing literature, the conditions necessary to secure altruistic behaviour have
been modeled in a number of different ways. Certain theorists prefer explicitly
mathematical models of the requirements necessary for altruism (Maynard Smith
1982; Boyd and Richerson 1988), whereas others rely on less mathematically
intensive game-theoretic models of an either abstract (Skyrms 1996) or more
concrete (Axelrod 1984; Danielson 1992) form. In this paper, we propose a concrete
instantiation of evolutionary game theory, although one that is notably different
from the many versions of the iterated prisoner’s dilemma tournament that have
been studied since Axelrod (1984). Instead of focusing on the characteristics needed
for individual strategies to succeed in a single tournament environment, we examine
the structure of various evolutionary environments to determine whether they allow
a small variety of simple strategies to succeed. Thus our focus is primarily on the
overall structure of systems that allow broadly altruistic agents to survive.
To carry out this analysis, each of our models begins with a sufficiently large
population (n 5 1000), paired off against one another to play some variation on the
one-shot prisoner’s dilemma. The payoffs represent the number of offspring that
will acquire each agent’s genotype. Each model is run for a number of successive
rounds in this manner, and after every designated round the accumulated number of
offspring generated is proportionally culled, so that a population of size n is
retained. Simulations are run for a sufficient number of rounds (usually ten) that a
state is reached in which the proportion of altruistic and selfish agents is unlikely to
change. Furthermore, because each model is run as a discrete simulation, ten
separate trials are run and averaged in order to reduce the likelihood of statistical
anomalies.
The data generated through these simulations presents a reasonable representation
of the underlying strength of the relevant strategies. Figure 2, for instance, shows the
dynamics of population change with different correlation factors as altruists ‘‘take
over’’ an initial population composed primarily of selfish agents.
The results of this simulation are, as one can see, consistent with what the
mathematical model presented in the previous section would lead one to expect.
What is important about the simulation is that it shows much more clearly the
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Figure 2. The effects of correlation on the success of altruism. Each simulation begins with a small
number of altruists (1%), yet correlation levels greater than .5 allow altruists to invade the larger
population of selfish agents.

dynamic component of the interaction between altruists and selfish agents. It allows
one to track quite easily what happens to the population over successive generations.
One feature of this simulation worth noting is that it starts out with a population
that contains only a very small number of altruists (10). Thus the model shows what
happens when, due to correlation, a very small population of altruists ‘‘invades’’ a
population of selfish agents. However, in some of the simulations that follow,
altruism requires a ‘‘critical mass’’ in order to sustain itself. As a result, the
simulations analyze the evolutionary robustness of altruism, starting from a 50–50
mix of altruists and selfish agents. The models are constructed in this way because
our goal is to investigate the type of mechanisms that can sustain altruism. The
question of the origins of altruism – what Sober and Wilson call ‘‘the problem of
origination’’ (Sober and Wilson 1998) – is quite different, and more complex. In our
view, there is no reason that altruistic behaviour might not establish an initial
‘‘beachhead’’ within a population through an invasive mechanism like kin selection,
or pure correlation (assortative mating, spatial proximity, etc.), but then be expanded
and sustained through some other mechanism, such as the ones described below. For
the time being, however, we prefer to remain agnostic on this question.

Group selection
The first mechanism to examine as a potential method of sustaining altruistic
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behaviour is naturally group selection. Considerable controversy has erupted over
the merits of group selection as a means of promoting group-advantageous traits. To
date, it is certainly the most widely recognized addition to kin selection and
reciprocity in terms of providing a plausible explanation for the existence of
altruism. Yet the effectiveness of group selection remains highly controversial.3
Despite the complexity of the group selection controversy, the premise underlying group selection is simple. If certain groups possess a trait that gives them an
increased level of collective fitness, then the members of these groups will
presumably have a better chance at outcompeting members of other groups, even if
the fitness-enhancing trait in question is not individually adaptive. So while the
percentage of altruists within any group may steadily decline, groups that contain
many altruists may be more successful – and thus become larger – than those that
contain fewer. As a result, altruists may increase their share of the global population,
even though the trait is counter-selected within each group. Naturally, because the
proportion of altruists within any mixed group can be expected to decline over time,
the group selection mechanism will only work if the groups periodically break up
and are recombined. Thus a typical group selection model begins by partitioning the
population into a set of subpopulations, or groups, which then breed endogamously
for several generations, before dissolving back into the general population.
This simple premise notwithstanding, early models of group selection were
criticized to the point where they were virtually eliminated from the field of
respectable scholarship. In the span of less than a decade, the early work of
Hamilton (1964a, 1964b), Maynard Smith (1964), Williams (1966, 1971) essentially buried group-selectionist views under a burden of proof that is still felt to this day.
Nevertheless, group selection is enjoying a recent revival. While interest in the area
was never completely extinguished, early work done by D.S. Wilson (1975, 1977)
and Wade (1977, 1978) has sparked new interest and given group selection models a
renewed level of respect and credibility. This is partly due to the fact that group
selection is no longer associated with dubious claims about group-level traits
promoting what is ‘best for the species’. However, the rejuvenated status of group
selection is also the result of a change in the structure of the models being used to
represent the process.
Whereas early articulations of group selection required direct competition between distinct, spatially separated populations and the extinction of those populations not possessing group-advantageous traits, new articulations of group selection
rely on a more abstract structure, in which populations exhibiting group-advantageous traits are defined more broadly and may interact within the context of larger
interbreeding populations. On this account, the conditions required for group
selection to occur are much less stringent than those required by their predecessors.
Rather than having to establish that populations separate cleanly according to
3
For further detail on the controversy over group selection, see Wilson (1983), Dugatkin and Reeve
(1994), Sober and Wilson (1998) and the massive collection of commentary assembled after Sober and
Wilson’s precursor to Unto Others, in a special issue of Behavior and Brain Sciences (Sober and Wilson
1994).
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particular traits and resist the forces of migration long enough to see certain groups
go extinct, new versions of group selection require only that sub-groups possessing
a group-advantageous trait exist and interact within an overall population long
enough for the advantages derived from their increased fitness to overpower the
individual selection forces acting against the group-advantageous trait within each
sub-group.4 Such models have been labeled intrademic group selection (IGS)
models to distinguish them from older group selection models and to draw attention
to their ability to operate within the context of a single reproducing population
(Wade 1978).
To model a basic instantiation of group selection, we begin with a starting
population consisting of half altruists and half selfish individuals. However, instead
of pairing them up directly, we begin by assembling them into randomly chosen
groups of a specified size. The pairs of individuals who will then interact in the
prisoner’s dilemma are chosen from within the group, not from the population at
large. On the first round, this of course has no impact. The crucial feature of this
model is that the groups do not break up immediately after the first round. The
offspring produced within the group remain together in the next round. Individuals
are again paired up with some randomly chosen member of their own group. This
continues until a specified number of these stages have elapsed. At this point, each
group’s total offspring is recombined with the offspring generated from every other
separated group. The entire process is then repeated until an evidently stable
population is reached.
One of the major reasons for setting up the model in this way is that we want to
focus entirely upon the effects of partitioning of the population into endogamous
groups. Proponents of group selection often fail to draw a sharp distinction between
effects that are due to the process of partitioning itself, and effects that are due to the
mechanisms through which groups can be constituted and functionally organized. If
groups are formed through some non-random process, such as assortative mating,
then this will obviously help to sustain altruism. But under these circumstances, the
extra advantage that accrues to the altruist is entirely a product of correlation – it has
nothing to do with the fact that groups are being formed. Thus it is helpful, as a point
of conceptual clarity, to factor out the contribution being made by additional
mechanisms that promote correlation in order to focus attention on the effects that
competition between groups has on the success of altruism. For this reason we
assume, in what follows, that all groups are randomly constituted.
If the group selection mechanism functions as promised, groups assembled with a
higher percentage of altruists ought to produce more offspring than groups with a
higher percentage of selfish agents. Thus, the number of altruists in the overall
population ought to rise despite the fact that selfish agents are able to take advantage
of altruists within the boundaries of each individual group embedded within the
4
This currently fashionable, and exceedingly general, formulation of group selection’s structure is
actually a restatement of (Price 1970, 1972). However, Price’s original publications were so understated
that their significance is only now being explored. See (Frank 1995) for a historical look at the
importance of Price’s work.
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greater population.5 As long as the benefits summed over all groups can compensate
for the exploitation of altruists in each individual group, the IGS model ought to
produce altruistic results.
The data from our simulation show this basic claim to be correct. Partitioning the
population into groups (which remain endogamous for multiple stages) allows
altruism to persist in the population. However, the properties of the groups needed to
secure this outcome are quite interesting. There are two significant variables: the
size of the groups, and the number of stages that these groups stay together before
being reabsorbed into the general population. Figure 3 shows that the larger the
groups, the longer they must stay together in order to sustain altruism. Specifically,
we find that even if the number of stages allowed between recombination of the
groups is as high as ten, the largest group size we can use to divide up the population
is only six or seven before altruism starts to decrease dramatically. Conversely when
the number of stages between recombinations is lower, altruists are completely
eliminated unless the group size used to divide the population is extremely small.

Figure 3. Altruist offspring in a basic IGS model. Partitioning a population into groups for multiple
stages allows altruism to persist. However, as the size of such groups becomes larger, altruism is only
sustained if groups stay together longer before being recombined within the general population. In this
simulation, with ten stages allowed between recombination, the size of the groups can be only six or
seven before altruism begins to decline.
5
In fact, as D.S. Wilson (1983), Dugatkin and Reeve (1994) and Sober and Wilson (1998) all point
out, the proportion of altruists to selfish maximizers can decrease within every individual group in a
group selection model and the overall proportion of altruists can nonetheless increase once the groups are
recombined.
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Why is the model not able to achieve especially robust results? The important
thing is to see that group selection works by inducing correlation. On the first round
– when the groups are initially formed – the chances of an altruist encountering
another altruist within a group is of course identical to the chance of encountering an
altruist in the population at large (since the groups are drawn randomly). In
subsequent generations however, the chance that any remaining altruist will encounter another altruist increases quite substantially. The reason for this is simple.
Whenever a group contains a mixed population of altruists and selfish individuals,
the altruists all get eliminated within the first few rounds. This means that soon all
the groups get ‘‘purified’’ – they will either consist entirely of altruists, or entirely of
selfish individuals. So initially, there will be a big boom in selfishness, as those
individuals are able to exploit the altruists in their midst. However, once the altruists
are eliminated, the now purely-selfish groups will reproduce themselves in a steady
state. The size of the groups containing only altruists, on the other hand, will
increase exponentially. After a few more rounds, the altruists will then ‘‘catch up’’
with the selfish. The reason that larger groups must stay together longer, in order for
the population at large to sustain altruism, is that there are likely to be fewer groups
formed that contain all altruists, and so it will take longer for the altruists to ‘‘catch
up’’ with the selfish once perfect correlation has been achieved. Once the groups
reach a certain size, it becomes more likely than none will be formed consisting
entirely of altruists (at which point altruists will be eliminated from the population
entirely).
The model shows that the basic phenomenon of group selection is real – mere
partitioning of the population into endogamous groups can sustain altruism. However, the effect is not as robust as some of the literature might lead one to expect. Of
course, it is possible to amplify the effects by introducing new considerations. For
example, the model presented above recognizes only individual reproductive
advantage. Altruistic behaviour, however, is able to generate very general collective
benefits. In order to investigate this, we propose another simulation, in which we
alter the standard IGS model so that altruism generates an extra reward: if groups
contain two or more altruists, then they are able to avoid the dangers of a predator –
if not, then they are exposed to the possibility of being killed off by this predator.
This addition to the group selection model can be interpreted as a representation of
the signaling mechanisms mentioned earlier that are found among many species
such as birds, ground squirrels, monkeys and even fish (Dugatkin 1990). Signaling
behaviour constitutes a form of altruism that ought to be especially conducive to
group selection, since the collective benefits created by signaling are enjoyed, not by
specific individuals, but by the entire group in which such altruists are present.
Moreover, we also assume that the efficiency of the predator (in terms of wiping out
groups without the minimum number of required altruists) is extremely high. With
this significant advantage given to groups containing altruists, the selection between
groups ought to favour quite strongly those containing altruistic agents.
The results of our IGS model with group benefits confirm that this is indeed the
case. Once the added benefit of avoiding the perils of a predator is factored into the
model we find that altruism can be sustained with group sizes of nearly ten if the

580
number of turns between group recombinations is at least ten generations (Figure 4).
Moreover, the number of altruists produced at every other stage of the simulation is
higher than in the simple group selection model. However, the overall results
generated by the model are still not spectacular.6
Again, the problem for our models of group selection is that when large groups
are formed randomly there are not enough groups with a sufficiently uniform
complement of altruists to achieve the necessary group-level effects. This suggests
that mere partitioning of the population into groups is a fairly weak mechanism for
sustaining altruism unless it is accompanied by some other means of promoting
variation between groups and the subsequent correlated interactions that such

Figure 4. Altruist offspring in an IGS model with group benefits. If groups containing altruists are
uniquely able to avoid predators then altruism can be sustained with slightly larger group sizes.

6
If the size of the largest groups capable of sustaining altruism increases with the number of
generations allowed between recombination of the individual groups, one might wonder why the number
of generations in the model is not simply raised to achieve whatever group size we might desire. The
problems with this strategy are two-fold. First (as mentioned), once the groups are of a certain size, it is
unlikely that any will be formed that consist entirely of altruists. Thus altruists will tend to get eliminated.
The second problem involves an underlying modeling consideration. The longer the groups are isolated,
the less plausible the assumption that these groups are simply ‘sub-groups’ within an overall deme and
not full blown populations themselves. This raises questions about whether, for instance, when the groups
are left separated for too long we ought to take into consideration migration effects – a phenomenon that
weakens the variation maintained between groups (see Boyd and Richerson (1988, 1990)).
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variation entails.7 Group selection models boasting more impressive results must
therefore either presuppose that groups with slightly more altruists carry a suspiciously high advantage over other groups, or else they must tacitly assume that an
independent sorting mechanism exists to maintain the variation between groups
required for the collective benefits of unselfish behaviour to have an impact on the
general population.
This is not to say that group selection is without merit as an evolutionary
mechanism for sustaining altruism. Our results simply demonstrate that on its own
group selection is only effective under fairly restrictive conditions (namely when the
size of intrademic groups is small).8 Notice, however, that group selection advocates
may object to this conclusion by claiming that we have construed the definition of
what constitutes a group too narrowly. Contemporary proponents of group selection
often reject the idea that competing groups must be spatially separated and instead
propose that intrademic groups can be behaviourally defined (D.S. Wilson 1975,
1983). On this interpretation, our conclusion that randomly formed groups will not
interact cooperatively enough to generate group-level effects is viewed as assuming
an overly rigid conception of the groups in question. If groups are instead defined
behaviourally it seems that the difficulty disappears. Groups can simply be classified
according to the agents’ selfish or unselfish behaviour – a move that, by definition,
guarantees the homogeny within groups required for group selection to function.
But at this point, it is unclear what is to be gained by calling this ‘‘group selection’’,
or what sort of explanatory work the concept of a ‘‘group’’ is doing.9 It would make

7
A similar conclusion is reached in Hamilton (1975). Here, Hamilton cautiously reverses his earlier
dismissal of group selection and uses equations drawn from Price (1972) to show that group selection
models can be made to sustain altruism if one assumes that individuals assort positively with their own
type. Interestingly enough, Hamilton seems to recognize that this additional assumption is what is doing
the real work in successful group selection models, since he goes on to defend an updated version of
inclusive fitness that can incorporate instances of correlation ‘‘where no grouping is apparent’’ – one that
is said to be more general than either kin selection or group selection (p 140). Though Hamilton falls
short of recognizing that correlation is the core phenomenon required for altruism to survive in an
evolutionary environment (his account of inclusive fitness is limited to cases of positive genotypic
correlation and cannot handle cases where assortative matching occurs entirely at the phenotypic level), it
is curious that his progressive attempt to find a more general common denominator between group
selection and kin selection has not been pursued in more detail.
8
For confirmation of this result using an iterated Prisoner’s Dilemma model, see Boyd and Richerson
(1988).
9
This point is apparently lost on many group selection theorists. See Wilson and Dugatkin (1997) for
a recent articulation of the view that correlation, or what they refer to as ‘‘assortative interactions’’, is
vitally important for group selection to generate significant results. Yet even here no emphasis is placed
on the primacy of correlation as an explanatory mechanism that explains why assortative interaction is
effective. Instead, Wilson and Dugatkin choose to emphasize the fact that this underlying mechanism for
securing variation between groups increases the importance of group selection as a primary explanatory
mechanism. While it is certainly true that greater variation between groups increases the importance of
group selection, the completely formal structure of group selection assumed ensures that Wilson and
Dugatkin’s conclusion is either a restatement of the importance of correlation or a misleading assessment
of what mechanism is doing the real work promoting group-advantageous traits.
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more sense just to take the relevant behavioural propensity and represent it using a
correlation factor. Thus, if anything, this sort of broadening of the term ‘‘group
selection’’ obscures the specific phenomenon these models were initially supposed
to explain.

Imitation
One of the most basic mechanisms for promoting correlated interaction is the
inheritance of a genetic trait for phenotypic plasticity. In particular, the trait for
imitation plays a powerful role in both human cultural transmission and the learned
behaviour of non-human animals (Dugatkin 2001). The conformity-inducing
character of imitation can have a strong impact on the possibility for mutually
unselfish interaction. If agents acquire a propensity to learn the most adaptive
behaviour in their environment by imitating their peers, the result will be that
common behaviour within a peer group can become more widespread as imitative
individuals seek out and emulate what they perceive to be the most fitness enhancing
phenotypic traits exhibited by other members of their group. Consequently, the
correlated interaction required for altruism to emerge in an evolutionary environment is increased, making it possible for imitation to boost the effects of group
selection in promoting altruistic behaviour.
To model the ability of imitation to augment the efficacy of group selection, we
alter the structure of our ordinary IGS model in the following way. First, we
introduce a new agent, an imitator, to the existing genotypes in the model, i.e. pure
altruists and selfish maximizers. The starting population of the simulation now
becomes one-third altruists, one-third selfish maximizers and one-third imitators.
Next, we assume that once the groups have been randomly assembled, the imitators
in each group have a specified chance of changing their phenotype to match the most
commonly observed phenotype in their group (either a or s).
At the beginning, the phenotype of the imitators is assigned randomly, but in all
subsequent rounds the imitators retain the phenotype passed on from their parents
until they find themselves in a group where a different phenotype is more common.
At this point they may switch. Thus, there is both ‘‘vertical’’ and ‘‘horizontal’’
transmission of phenotype (Cavalli-Sforza and Feldman 1981). We also assume a
large degree of plasticity on the part of the agents, and so the chance that imitators
will successfully change their phenotype to match the more prevalent behaviour of
the group is assumed to be very high. If the model operates as expected, the
imitators’ ability to alter their phenotype will create greater homogeny within
interacting groups and help group selection to produce more altruists.
Our results confirm this hypothesis (Figure 5). When the chance that imitators
will switch over to the dominant phenotype in their group is set at ninety percent, we
find that the ability to generate stable altruistic populations is significantly enhanced
compared to our original IGS model.10 For example, when ten generations are

10

For confirmation of this result using a purely mathematical model see Boyd and Richerson (1990).
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allowed between group recombinations, the simulation is able to maintain altruistic
behaviour in groups sized somewhere between eight and ten. These results are
perhaps still not entirely spectacular, but they do constitute a considerable improvement over the ordinary group selection model and therefore demonstrate that the
capacity for imitation can have a noticeable effect on the evolution of altruism.
However, as a mechanism for generating correlated interaction, imitation is not
necessarily limited to the confines of group selection. Consider another model where
imitators are assumed to possess an ability to alter their behaviour in response to the
phenotype of any other member of the population. In this model we begin with a
general population of altruists, maximizers and imitators and then pair off agents
randomly to play simultaneous prisoner’s dilemma games without breaking up the
population into separated groups. In each interaction, imitators are given a certain
chance of being able to adapt to their opponent’s phenotype and imitate this
behaviour. (When two imitators with different phenotypes meet each other the
chance refers to the likelihood that they will converge on a single phenotype. Equal
odds are given to whether this phenotype will be selfish or altruistic.) The result is a
direct increase in correlated interactions without any group selection mechanism
working to magnify the output produced.
The results of this simulation show that even without the help of group selection,
imitation can act as a mechanism that sustains altruistic behaviour (Figure 6). If the

Figure 5. Altruist offspring in an IGS model with imitation. The ability of imitator agents to alter their
phenotype creates greater homogeny within partitioned groups and therefore helps group selection
sustain altruism.
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chance that imitators will convert to the phenotype of their opponent is approximately ninety percent or higher, altruists come to occupy a substantial position in the
makeup of the overall population. Moreover, considering the importance of phenotypic plasticity and social learning among many species that exhibit altruistic traits,
a disposition to imitate that is as high as ninety percent is not implausible. Thus, our
second imitation model graphically demonstrates the fact that establishing correlated interaction is essential for any evolutionary method of producing altruism,
whereas group selection is a helpful yet dispensable means of achieving this goal.

Punishment
So far we have seen that various instantiations of group selection and imitation can
lead to the production of altruism in a general population. The potential permutations of each of these mechanisms and their combinations suggest a plurality of
different means for generating altruism without violating any assumptions about
evolutionary adaptation. Yet the effects of most of these mechanisms, as we have
seen, are likely to be fairly weak. In this final section we demonstrate that when
more complex social dynamics are introduced into a population it becomes clear that
many other methods of sustaining altruism become possible, and that these methods
prove to be considerably more effective than any of those studied so far.
We have seen that imitation can function as a social force that increases

Figure 6. Offspring populations vs. the propensity for imitation. In this simulation, agents are paired off
randomly without partitioning the general population into groups. At high propensities for imitation, the
increase in phenotypic correlation created by imitator agents can sustain altruism without the need for
intrademic groups.
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conformity within groups. However, imitators remain passive when faced with
individuals unwilling to switch over to the prevailing phenotype of the group. It is
possible to introduce a punishment mechanism, which actively enforces conformity
within groups by penalizing agents unwilling or unable to alter their phenotype in
the appropriate manner. Furthermore, punishment mechanisms do not necessarily
favour the most common phenotype within a population. We have assumed that
imitation operates because agents emulate the predominant behaviour in their group
in order to more efficiently acquire the adaptive phenotype in their environment.11
Punishment mechanisms need not operate on this basis. Instead, sanctions may be
applied by an influential minority of individuals willing to take on the costs
associated with administering penalties to non-conformers. This feature makes
punishment a powerful means of achieving conformity, and an especially effective
way of favouring altruistic behaviour in circumstances where it is not a dominant
phenotype.
In our first model, we assume a straightforward mechanism for enforcing
conformity within groups. Here we introduce a new agent, an enforcer, who acts like
an imitator in that she possesses the ability to change phenotype to conform to the
locally dominant behaviour. Yet this agent also seeks to enforce what she perceives
to be the appropriate standards of the community, by attempting to eliminate those
individuals who do not conform to the standards she has adopted. This agent
therefore takes on an active role in the creation and maintenance of conformity
within groups by voluntarily absorbing the costs involved in administering punishments. In our simulation, we assume that these costs are relatively severe: enforcers
have a twenty-five percent chance of being eliminated when they invite confrontations with individuals who do not conform to the appropriate phenotype. However,
as an aggressor (in this case with the backing of the majority of agents in the group
since enforcers initially act as imitators), enforcers have a fifty percent chance of
eliminating their opponents in each confrontation they instigate.
The results of the simulation demonstrate that even this simple method of
administering punishment can have a dramatic effect on the promotion of groupadvantageous traits (Figure 7). At ten generations per recombination (and the chance
that enforcers will switch over to the dominant phenotype set at ninety percent), the
model achieves group sizes of at least thirty before selfish agents even begin to
maintain stable numbers at low levels. This is a substantial improvement over both
the standard IGS model and the group selection model with imitation introduced.
Even with only a fifty-fifty success rate and a twenty-five percent chance of being
killed off in each encounter, the introduction of enforcers creates enough homogeny
within groups to allow altruism to flourish under an impressively broad range of
circumstances.
11

This will not necessarily always be the case. Imitation can also be based on emulating the
characteristics of an elite minority rather than simply those qualities that are most common in the general
population (see Boyd and Richerson (1985), chap. 8). We have assumed the latter for the sake of
simplicity of assumptions, as the former requires an explanation of why the behaviour of a particular
minority will be perceived as desirable enough to imitate.
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Figure 7. Altruist offspring in an IGS model with conformity. If individual enforcers are introduced into
the partitioned groups, these agents promote correlation by punishing other agents with dissimilar
phenotypes. By eliminating those who do not conform to the dominant phenotype, enforcers dramatically
increase the size of groups capable of sustaining altruism.

Moreover, punishment need not involve censure as drastic as complete extermination to function effectively. In our next model, we build a basic punishment
mechanism that relies on even weaker assumptions about the severity of the
penalties handed down to nonconformists. In this simulation, we assume that
altruists possess the collective ability to ostracize selfish individualists – to throw
them out of their groups. If altruists make up forty percent or more of any individual
group, then in this model they are given a specified chance of being able to banish
selfish agents. These ostracized agents then form another group, which is eventually
recombined within the general population (along with all other groups) once the
specified number of stages has elapsed. But during their banishment, ostracized
agents must interact with others who have been similarly ejected from their original
groups.
Rather than having to try to wipe out nonconformists entirely, ostracism provides
a method of maintaining homogeny within groups that involves a less dramatic
method of censure, coupled with the simple withdrawal of further interaction. This
is not to say however, that ostracism is a costless means of punishment. Banishing
individuals that refuse to conform to an expected standard may be risky. Thus, to
keep our assumptions cautious we assign a twenty-five percent chance that a single
altruist will be killed in each collective attempt to banish selfish agents from a
group.
Even with this conservative estimate of the costs of administering an ostracism
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mechanism, the results of the simulation show that this form of punishment can be
extremely effective at generating altruistic behaviour in a general population.12
When the specified rate for altruists successfully banishing selfish agents from the
group is set at fifty percent and ten generations are allowed between recombinations,
altruism can sustain stable numbers of offspring at group sizes of at least twenty.
This is certainly a reasonable result. However, if the success rate for altruists
banishing maximizers is set to seventy-five percent, with ten generations still
allowed between recombinations, altruism spreads through the general population in
group-sizes as high as two hundred (Figure 8). Compared to our previous models
this is more than a reasonable result – it is impressively robust.
Ostracism is therefore an extremely effective mechanism for sustaining altruism
in an evolutionary environment. Considering the importance of attaining correlated
interaction between similar agents, this is perhaps not surprising. By expelling
selfish agents and forcing them to interact with one another, instead of reaping the
benefits of exploiting altruists, ostracism manages to secure the necessary conditions
for the collective benefits of altruism to have an impact on a general population. The
sheer magnitude of these effects is surprising, but this only demonstrates that, given
the proper circumstances, even relatively simple means of social coordination can
have a highly influential effect on the level of nonrandom interaction within a

Figure 8. Altruist offspring in an IGS model with ostracism. If altruists are given the collective ability to
ostracize selfish agents, the result is a dramatic increase in the level of correlation within partitioned
groups. Ostracism is thus a very effective mechanism for sustaining altruism in an evolutionary
environment.
12
For an investigation of how ostracism can be an effective means of promoting altruism in the
context of a finite n-person Prisoner’s Dilemma game, see Hirshleifer and Rasmusen (1989).
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population and the subsequent production of altruism that such interaction facilitates. Moreover, this explanation for the success of ostracism suggests that many
other elements of social interaction can have similar correlative effects, and that the
complexity of underlying patterns of social interaction may reveal an as of yet
unrecognized plurality of means for sustaining altruism in an evolutionary environment.
Conclusion
The results of our models suggest two noteworthy conclusions. First, the variety of
methods capable of generating stable altruistic outcomes from initially mixed
population profiles indicates that altruism can be maintained by a broad range of
evolutionary mechanisms. This result is significant, for it suggests that an adequate
explanation for the apparent adaptiveness of altruism will not take the form of one or
two discrete structural mechanisms. Instead, a full explanation of why we observe
altruistic behaviour among humans and other animal species (most mysteriously in
large groups of unrelated individuals) will probably involve a plurality of mechanisms – some of which may differ dramatically from one another. The existence of
such a plurality also suggests that the evolutionary mechanisms implicated in human
altruistic behaviour may be substantially different than those responsible for similar
behaviour in other species. Moreover, the fact that special cultural mechanisms
involving punishment are especially effective at sustaining altruism reinforces this
possibility and serves as a reminder that interspecies comparisons of the origins of
altruistic behaviour may be ill-advised.
The second important observation brought out by our analysis is that correlated
interaction between phenotypically similar individuals serves as the common
underlying characteristic that unifies all other dissimilar methods of producing
altruistic evolutionary outcomes. This is worth emphasizing, because it may
otherwise be tempting to assume that similar generalizations can be made about the
more specific concept of group selection. Proponents of group selection often point
out (correctly) that kin selection and conditional reciprocity can be interpreted as
special instantiations of a generalized group selection model (Nunney 1985; Wilson
and Dugatkin 1997; Sober and Wilson 1998). This sometimes generates the
impression that group selection is broad enough to apply to all other methods of
generating altruistic behaviour. This is not the case. As our analysis shows, group
selection itself succeeds in promoting altruism only insofar as the partition schema
is one likely to induce correlated interactions. Not all reliable evolutionary mechanisms for sustaining altruism require group selection, yet correlated interaction
between unselfish agents is absolutely necessary for altruism to emerge from an
evolutionary system.
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