
Class Notes
on Lecture 10 – Part B∗

Public Economics
(ECO336)

November 2018

Let us keep going, in terms of a central phenomenon I was endeavouring to explain in class:
that of omitted variables bias (abbreviated to ‘OVB’).

One can present this issue in an intuitive way, which is the way we will go here, though
I should mention that there is a fully mathematical rendering of everything I am saying.
(In that sense, one can know the following is true. The mathematics can be used to build
an entire true structure, which in this instance would be the machinery – the logic – of
econometrics .)

Some notation

The starting point is a bivariate relationship – if you like, a *plot* – between a variable
x on the X-axis and a variable y on the Y-axis. Variables vary, obviously, so we wish to
understand how they move around, and in particular, how they co-move. A scatter plot is a
great way to capture that.

Suppose we have a sample – a collection of data – on N observations, and for each observation
(it could be a person), we have information about the level of x and the level of y. Consider
an individual observation level. We can write this in the following way: each observation
can be indexed by a variable i, where i takes on integer values (or counting numbers) 1 to
N . We write this, compactly, i ∈ {1, ..., N}. Then, for each observation i, the information
can be written (xi, yi), and all the data – that is, the set of all information contained in the
sample – could be written {xi, yi}Ni=1.

So, for example, the researcher picks 25 people in the population at random (N = 25) and
ascertains two facts about each of them: the air pollution (x) they are exposed to, and
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an accurate measure of their (bad) health, y. Having done so, the researcher can plot the
relevant points, and we can then see if there is any relationship between the two.

A regression model

In a formal sense, one could run a regression. This is a statistical procedure for finding the
‘line of best fit’ through a cloud of points, like the sample just plotted. Then one could see
whether the slope was non-zero, and further, whether it was statistically different from zero.
(If that notion is unclear to you, please have a word: it is absolutely fundamental.1)

To run a regression, we need a regression equation. Let me specify this as follows:

yi = α + βxi + εi, (1)

where εi is an error term (ideally random),2 and α and β are parameters to be estimated.
(What I just wrote down is the simplest linear regression equation imaginable.) The com-
puter software (or we could do it by hand) would deliver estimates α̂ and β̂, along with
statistics (called standard errors) that indicate if the estimates are significantly different
from zero or not.

Now where?

We can compute the estimates of the parameters of the line of best fit (along with the
standard errors, which provide statistical measures of precision) for any sample. Thus, we
have a mechanical procedure for establishing correlation (and the strength of correlation) for
any data set researchers gather, have gathered, or ever will gather.

That is good. But we want more: why? Because, as argued – and proved (at least heuris-
tically...) – in the previous note, “Correlation does not imply Causation.” And we need
to know about causation if we are to use causal relationships to help change things, ideally
for the better. (The whole of modern science, which at a general level is the most radical
intellectual tool ever invented, is built around uncovering causal relationships. We – I mean,
Newton – figured out that a force called gravity operated; then we could build aircraft that
defy gravity, and take us where we need to go.)

If we are interested in establishing causation, we have to work a *lot* harder – see Kuminoff’s
paper for an indication of the amount of work required. (The point you should be starting to

1It is so fundamental, a question ‘on’ it will appear on Term Test 2.
2Aside: why do we need to include an error term? Think of it like this – we are trying to rationalize the

data using a simpler representation (in the form of a straight line) – simpler, that is, than the underlying
data. (The value of statistics is in part that they allow us to *compress* information down into numbers,
called ‘statistics.’). No straight line is ever going to go through all the data points, unless they all fall on
a single straight line, which would be remarkable (and never happens in reality). So the error term helps
us rationalize the data by allowing for unobserved (ideally random) influences that move the data points
around, and away from the straight line that is explicit in the equation.
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appreciate is that carrying out high-quality social science research takes considerable thought
and effort... In marked contrast, producing *garbage* is quite a bit easier!)

OVB

This brings me to an intuitive representation of omitted variables bias, building on the
class presentation. Think of OVB as a ‘threat’ that we need to account for when trying
to establish causality. If we do not account for it in a careful way, we may think we have
uncovered causality when in fact we just have correlation, and further, that correlation
could to entirely ‘spurious.’ What do I mean by that? We could find a positive relationship
– between data on x and y – even though, in truth, there is no such relationship. This is a
key thought, and I want to represent it faithfully.

OK, how to do so in a clear way? (I will build on the class notes, and be very careful about
notation – perhaps a bit more careful than I was there...)

We need more notation, and a second equation, which I will write as follows:

yi = α0 + β0xi + γ0pi + νi. (2)

Note that equation (2) looks like equation (1) in some ways, but makes three main changes.
First, it adds a second explanatory variable on the right hand side (RHS), namely p, which
we can think of – continuing with our example – as ‘poverty.’ Second, all of the parameters
on the RHS are now subscripted (with a 0 subscript). This is intended to denote, literally,
the underlying true parameters – the real parameters, at the core of the universe, take on
these values, given by {α0, β0, γ0}. (OK, I appreciate that is a rather hard notion to swallow,
but please bear with me...). Third, the error term is now written νi, instead of εi, because
they are potentially different.

What we have now is two representations of possible causal relationships linking an outcome
we care about (y, or bad health) to its underlying determinants – that’s how we should think
of the two equations.

Next, imagine, as I suggested, that equation (2) represents the deep truth, yet we mistakenly
end up estimating equation (1). And assume, as we assumed before, that γ0 > 0, α0 = 0,
and there is a positive correlation between x and p (as is plausible in this instance).

Here is the claim: when we fit a line through the (x, y) data points only, and completely
neglect p, then the fitted line *must* have a positive slope, even though the true slope is zero,
by assumption. This then is problematic, as we might be misled as to the true underlying
structure of the universe!

There is a 3-dimensional representation of this thought, which I hinted at in class. Can
anyone ‘come up’ with it? [This is everyone’s homework...]

Incentives: I will give 2.5 percent of the overall grade ‘bonus’ to any and all
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students who can explain this, in the form of a hand-written document (with
pictures you think are relevant).
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